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‹#›
I. Why Nuclear Physics?
The band Why?  Source: http://www.clashmusic.com/artists/why
 



‹#›
I. Why Nuclear Physics?
Nuclear physics important to fundamental understanding of the universe
Useful for broad applications


‹#›
Scaling the world
Hadron (proton/neutrons) 
~ 10-15 meters
aka 1 femtometer
aka 1 fermi = 1 fm
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atom

Big @$$ Supercomputer
Energy Consumption of  the above


‹#›
Matter?


You know the periodic table… but nuclear physicists view the elements differently
Why are certain combinations of protons and neutrons stable, while others are unstable?

In which energy states are protons and neutrons in a stable nucleus?


‹#›
Broad Applications
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Nuclear
Physics
For All


National Security


Medicine

Proton therapy


Astrophysics

Evolution of the cosmos


Nuclear Energy

Clean, safe & renewable


Art

Artifact analysis



















A whole lot of nuclei to study
Experiment
There are nuclei we can’t measure or phenomena we can’t explain.
Theory
Light Nuclei
NCSM, GFMC, CC

Medium Mass
CI, CC

Heavy Nuclei
DFT



‹#›
But what about nuclei we can’t measure… or phenomena we can’t explain
On the experimental side, new facilities at RIKEN, GSI, and GANIL, and the future FRIB in the U.S. will make the discoveries that will challenge our theories and our understanding of many-body phenomena
When experiment is not enough, we need computation
Too hot
Too radioactive
Short lived

To understand nuclear properties in 
terms of the interactions between nucleons.
Consistent microscopic theory of nuclei and their reactions.

INCITE METHODS
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II. Nuclear Physics Codes
“Code Talkers,” xkcd comic: http://xkcd.com/257/
 



‹#›
II. Nuclear Physics Codes
Theoretical and Computational Methods
Representative Codes
NUCCOR
Bigstick



‹#›

Complementary Methods
Validation & Verification
Enhance realistic predictive capability by comparing methods in overlap areas
Input from ab initio methods can be used to optimize/direct nuclear DFT
Strengths and weaknesses
	Application	Description	Current Production Run Sizes	Resource
	AGFMC  	Argonne Green’s Function Monte Carlo	131,072 cores @ 20 hours 
(1 trial wave function)	Intrepid
	MFDn
	Many Fermion Dynamics - nuclear	200,000 cores @ 5 hours
(1 model space size)	Jaguar
	NUCCOR 
	Nuclear Coupled-Cluster Oak Ridge	20,000 cores @ 5 hours
(1 nucleus)	Jaguar
	DFT Code Suite	Density Functional Theory	100,000 cores @ 10 hours
(entire mass table)	Jaguar







‹#›
The Need for HPC

148       488                         700+


‹#›
INCITE Utilization
Jaguar Allocation	2008	2009	2009 Early Science (OLCF)	 Jan-Aug 2010	2011	2012	2013	Early Science Request (ALCF)	7.5	15.0	30.0	25.0	36.0	49.0	64.0	Jaguar Usage	2008	2009	2009 Early Science (OLCF)	 Jan-Aug 2010	2011	2012	2013	Early Science Request (ALCF)	8.4	23.9	20.7	16.7	Intrepid Allocation	2008	2009	2009 Early Science (OLCF)	 Jan-Aug 2010	2011	2012	2013	Earl	y Science Request (ALCF)	10.0	10.0	15.0	15.0	18.0	45.0	110.0	Intrepid Usage	2008	2009	2009 Early Science (OLCF)	 Jan-Aug 2010	2011	2012	2013	Early Science Request (ALCF)	11.0	13.0	6.9	
CPU-Hours (Millions)


NUCCOR
Nuclear Coupled-Cluster Oak Ridge
Developed by David Dean et al.
Solves nuclear many-body problem using coupled-cluster approximation
Single and double excitations computed, plus third-order correction
Solves system of nonlinear equations with Broyden’s Method
Polynomial scaling with number of particles and single-particle states
16,000 lines of Fortran 90
Parallelization with MPI; exclusively collective communication


‹#›
Bigstick
Developed by Calvin Johnson at San Diego State University and Erich Ormand at Lawrence Livermore National Laboratory
Configuration Interaction (shell model)
Performs on-the-fly recalculation of Hamiltonian (smaller memory footprint than typical CI codes)
Lanczos diagonalization to solve for eigenvalues and eigenvectors representing ground and excited states of system
Written in Fortran



‹#›
III. Performance Profiling
http://www.bmwblog.com/wp-content/uploads/bmw-135i-performance-package-at-albert-park-australia.jpg
 



‹#›
III. Performance Profiling
CrayPAT
About CrayPAT
Profiling NUCCOR
VampirTrace and Vampir
About VampirTrace/Vampir
Profiling Bigstick


‹#›
CrayPAT
Package for instrumenting and tracing codes on Cray systems
Run instrumented code to obtain overview of code behavior
Re-run with refined profiling, to trace most important subroutines
Analyzed NUCCOR with CrayPAT


‹#›
CrayPAT: j-Coupled NUCCOR
We first profiled j-coupled version of NUCCOR with CrayPat
Discovered it spent >50% of its time sorting in test benchmark
Found it was using highly inefficient bubble-sort-like algorithm
Replaced “Frankenstein sort” with heapsort, reduced sorting to ~3% of time
Asked collaborators what they were sorting, and why?
Their response: “We’re sorting something?”
Removed sorting altogether, code worked just fine, and ran 30% faster on long benchmark



‹#›
CrayPAT: NUCCOR
We next profiled standard version
Discovered it spent nearly 70% of time in single subroutine: t2_eqn_store_p_or_n
This subroutine became focus of subsequent work with NUCCOR


‹#›
VampirTrace/Vampir
VampirTrace: instrument code to produce trace files
Compile with VT wrapper, run code and obtain trace output files
Vampir: use to visualize trace
Run in interactive job of nearly same size as job that produced trace files
Server on interactive job serves as analysis engine to local front-end
Analyzed Bigstick with VampirTrace and Vampir


‹#›
Top-Level Overview



‹#›
Yellow = MPI_Barrier
Blue = MPI_Allreduce
Magenta = MPI_File_Read_at
Cyan = MPI_File_write_at
Red = other MPI

Orange = reorthogonalize
Green = other Bigstick
21


Three Steps within Triangle




‹#›
Yellow = MPI_Barrier
Blue = MPI_Allreduce
Magenta = MPI_File_Read_at
Cyan = MPI_File_write_at
Red = other MPI

Orange = reorthogonalize
Green = other Bigstick
22

Block Reduce Phase



‹#›
Yellow = MPI_Barrier
Blue = MPI_Allreduce
Magenta = MPI_File_Read_at
Cyan = MPI_File_write_at
Red = other MPI

Orange = reorthogonalize
Green = other Bigstick
23

Bigstick: Analysis
Triangular pattern in overview reminiscent of sequential algorithm applied across processors
Digging deeper shows in orthogonalization phase, processors held up by single processor writing to Lanczos vector file
Suggestion: reduce amount of orthogonalization performed
Disproportionate time spent in MPI_Barrier (~30%)
Indicative of load imbalance
Barriers are within clocker subroutine, used for performance timings, obscuring evidence of load imbalance
Majority of time in block reduce phase spent in MPI_Allreduce
Combining Allreduces could improve performance


‹#›
IV. Compiler Optimization
Source: http://img.domaintools.com/blog/dt-improved-performance.jpg
 



‹#›
IV. Compiler Optimization
Motivation
Experiments
Results


‹#›
Motivation
Observed anomalous behavior in NUCCOR using Intel compiler on Jaguar
Turned out to be compiler bug
Nuclear Physics community relies heavily on Intel compiler
Question: How will NUCCOR perform when compiled with each of five available compilers on Jaguar?


‹#›
Experiments: Compiler Tests
Compiled NUCCOR with all 5 compilers available on Jaguar (Cray, GNU, Intel, Pathscale, PGI)
For each compiler, 6 different optimization levels (-O0, -O1, -O2, -O3, default, high)
Ran each executable 3 times on 16O benchmark, 441 processors, using 8 cores/node on Jaguarpf:
aprun -n 441 -S4 nuccor.exe
Checked that each executable produced correct results (what good is getting the wrong answer quickly?)


‹#›
Experiments: Compiler Information
	Compiler	Version	High Optimization flags
	Cray	7.1.5 (default)	-O3
	GNU	4.4.2 (default)	-O2 -ffast-math -fomit-frame-pointer -mfpmath=sse
	Intel	11.1.046 (default)	-O3
	Pathscale	3.2 (default)	-Ofast
	PGI	9.0.4 (default)	-fast



‹#›
Results: -O0 Optimization Level


‹#›
Elapsed Time	Cray	GNU	Intel	Pathscale	PGI	3643.8	3901.103333333333	4232.31	4080.16	3517.050000000001	Iter Time	Cray	GNU	Intel	Pathscale	PGI	3625.93	3882.046666666663	4213.33	4060.926666666664	3501.523333333333	Compiler

Time (seconds)



Results: -O1 Optimization Level


‹#›
Elapsed Time	Cray	GNU	Intel	Pathscale	PGI	2997.486666666663	3248.576666666665	2826.226666666661	3593.26666666666	3532.633333333335	Iter Time	Cray	GNU	Intel	Pathscale	PGI	2982.593333333332	3234.756666666663	2815.633333333335	3577.743333333333	3518.463333333334	Compiler
Time (seconds)

Results: -O2 Optimization Level


‹#›
Elapsed Time	Cray	GNU	Intel	Pathscale	PGI	2349.44	3027.173333333334	3076.176666666665	3150.81	3018.42	Iter Time	Cray	GNU	Intel	Pathscale	PGI	2342.0	3018.483333333334	3069.453333333335	3173.576666666665	3006.086666666665	Compiler
Time (seconds)

Results: -O3 Optimization Level


‹#›
Elapsed Time	Cray	GNU	Intel	Pathscale	PGI	2332.086666666665	3069.473333333335	3102.086666666665	3280.273333333333	3034.46	Iter Time	Cray	GNU	Intel	Pathscale	PGI	2323.043333333333	3059.78	3093.57	3268.516666666666	3021.336666666667	Compiler
Time (seconds)

Results: Default Optimization Level


‹#›
Elapsed Time	Cray	GNU	Intel	Pathscale	PGI	2355.936666666666	3909.343333333332	3071.783333333333	3187.436666666666	3533.343333333332	Iter Time	Cray	GNU	Intel	Pathscale	PGI	2348.493333333336	3890.336666666666	3065.126666666661	3176.786666666661	3519.363333333335	Compiler
Time (seconds)

Results: High Optimization Level


‹#›
Elapsed Time	Cray	GNU	Intel	Pathscale	PGI	2338.69	3039.94	3104.52	1912.39	2721.99	Iteration Time	Cray	GNU	Intel	Pathscale	PGI	2331.14	3031.55	3097.71	1907.18	2707.83	Compiler
Time (seconds)

Results: Aggregate Performance Results


‹#›
Compiler Performance by Optimization Level
O0	Cray	GNU	Intel	Pathscale	PGI	3643.8	3901.103333333333	4232.31	4080.16	3517.050000000001	O1	Cray	GNU	Intel	Pathscale	PGI	2997.486666666663	3248.576666666665	2826.226666666664	3593.266666666663	3532.633333333335	O2	Cray	GNU	Intel	Pathscale	PGI	2349.44	3027.173333333334	3076.176666666665	3150.81	3018.42	O3	Cray	GNU	Intel	Pathscale	PGI	2332.086666666665	3069.473333333335	3102.086666666665	3280.273333333333	3034.46	Default	Cray	GNU	Intel	Pathscale	PGI	2355.936666666666	3909.343333333332	3071.783333333333	3187.436666666666	3533.343333333332	High	Cray	GNU	Intel	Pathscale	PGI	3039.94	1912.39	2721.99	Elapsed Time (seconds)

Results: Best Performance at Each Optimization Level
	Optimization Level	Top Performer	2nd Best Performer	% Difference in walltime between 1st and 2nd best performers
	-O0	PGI	Cray	3.54
	-O1	Intel	Cray	5.88
	-O2	Cray	PGI	24.9
	-O3	Cray	PGI	26.2
	No flags	Cray	Intel	26.4
	Optimal	Pathscale	Cray	20.5

Overall Champion: Cray compiler!



‹#›
V. Compiler Feedback & Hand Tuning
Tuning forks, http://www.phys.cwru.edu/ccpi/Tuning_fork.html
 



‹#›
V. Compiler Feedback & Hand Tuning
Motivation
Loop Optimization in NUCCOR
Compiler Feedback
Loop Reordering
Experiments
Results


‹#›
Motivation
Discussed results with Jeff Larkin, including surprise Pathscale victory
He suggested sending code to Cray compiler developers, so they can improve their compiler
I soon received very nice, very detailed analysis of where Cray compiler did not optimize
Cray also opened ticket against this issue, and fixed it in next release
Lessons can be applied to code and improve performance across all compilers


‹#›
Loop Optimization
NUCCOR contains many deeply nested loops (depth 4)
Loops written symmetrically for readability
But, not easy for compiler to optimize

ii=0
do b=below_ef+1,tot_orbs
do j=1,below_ef
  ii=ii+1
  jj=0
  do a=below_ef+1,tot_orbs
  do i=1,below_ef
    jj=jj+1
    t2_ccm_eqn%f5d(a,b,i,j)= t2_ccm_eqn%
        f5d(a,b,i,j) + tmat7(ii,jj)         
    t2_ccm_eqn%f5d(b,a,i,j)= t2_ccm_eqn%
        f5d(b,a,i,j) - tmat7(ii,jj)
    t2_ccm_eqn%f5d(a,b,j,i)= t2_ccm_eqn%
        f5d(a,b,j,i) - tmat7(ii,jj)
    t2_ccm_eqn%f5d(b,a,j,i)= t2_ccm_eqn%
        f5d(b,a,j,i) + tmat7(ii,jj)
    ops_cnt=ops_cnt+4
  end do
  end do
end do
end do


‹#›
Problems in Loop
Loop is easy for humans to read
But, strides through memory cause cache thrashing and increased bandwidth use
With below_ef = 16 and tot_orbs = 336, each cache line of t2_ccm_eqn%f5d will have to be reloaded 8 times
Also, array tmat7(ii,jj) referenced through 2nd subscript, so poor stride
All compilers on Jaguar (except maybe Pathscale with -Ofast) fail to interchange loop nesting


‹#›
Loop Memory Access (Poor Stride)



‹#›
Loop Memory Access (Good Stride)



‹#›
Compiler Optimizations
Cray compiler will output annotated version of source file
ftn -rm mycode.f90
Outputs mycode.lst
Examine annotated file to figure out what’s going on
     Primary Loop Type        Modifiers
     ------- ---- ----        ---------
     A - Pattern matched      a - vector atomic memory operation
                              b - blocked
     C - Collapsed            c - conditional and/or computed
     D - Deleted              f - fused
     E - Cloned                
     I - Inlined              i - interchanged
     M - Multithreaded        m - partitioned
     P - Parallel             p - partial
     R - Redundant            r - unrolled
                              s - shortloop
     V - Vectorized           t - array syntax temp used
                              w - unwound


‹#›
Annotated Loop
               ii=0
1--------<     do b=below_ef+1,tot_orbs
1 2------<     do j=1,below_ef
1 2              ii=ii+1
1 2              jj=0
1 2 3----<       do a=below_ef+1,tot_orbs
1 2 3 r8-<       do i=1,below_ef
1 2 3 r8           jj=jj+1
1 2 3 r8           t2_ccm_eqn%f5d(a,b,i,j)=… +tmat7(ii,jj)
1 2 3 r8           t2_ccm_eqn%f5d(b,a,i,j)=… -tmat7(ii,jj)
1 2 3 r8           t2_ccm_eqn%f5d(a,b,j,i)=… -tmat7(ii,jj)
1 2 3 r8           t2_ccm_eqn%f5d(b,a,j,i)=… +tmat7(ii,jj)
1 2 3 r8           ops_cnt=ops_cnt+4
1 2 3 r8->       end do
1 2 3---->       end do
1 2------>     end do
1-------->     end do

Unroll loop 8 times


‹#›
Loop Reordering: Two Things to Try
Improve stride: reorder so that tmat7 is accessed by consecutive row, not column
Loop fission: put all f5d(a,b,:,:) in one loop, all f5d(b,a,:,:) in another
Test these two ideas in simple loop unrolling code


‹#›
Test Code: Original Loop
ii = 0
do b = abmin, abmax
   do j = ijmin, ijmax
      ii = ii+1
      jj = 0
      do a = abmin, abmax
         do i = ijmin, ijmax
            jj = jj+1
            f5d(a,b,i,j) = f5d(a,b,i,j) + tmat7(ii,jj)
            f5d(b,a,i,j) = f5d(b,a,i,j) - tmat7(ii,jj)
            f5d(a,b,j,i) = f5d(a,b,j,i) - tmat7(ii,jj)
            f5d(b,a,j,i) = f5d(b,a,j,i) + tmat7(ii,jj)
         end do
      end do
   end do
end do


‹#›
Test Code: Improved Stride
do i = ijmin, ijmax
   jj = 0
   do a = abmin, abmax
      do j=ijmin, ijmax
         jj = jj+1
         ii = 0
         do b = abmin, abmax
            ii = ii+1
            f5d(a,b,i,j) = f5d(a,b,i,j) + tmat7(ii,jj)
            f5d(b,a,i,j) = f5d(b,a,i,j) - tmat7(ii,jj)
            f5d(a,b,j,i) = f5d(a,b,j,i) - tmat7(ii,jj)
            f5d(b,a,j,i) = f5d(b,a,j,i) + tmat7(ii,jj)
         end do
      end do
   end do
end do


‹#›
Test Code: Loop Fission
ii = 0
do j = ijmin, ijmax
   do b = abmin, abmax
      ii = ii+1
      jj = 0
      do i = ijmin, ijmax
         do a = abmin, abmax
            jj = jj+1
            f5d(a,b,i,j) = 
              f5d(a,b,i,j) + 
              tmat7(ii,jj)
            f5d(a,b,j,i) = 
              f5d(a,b,j,i) - 
              tmat7(ii,jj)
         end do
      end do
   end do
end do
jj = 0
do i = ijmin, ijmax
   do a = abmin, abmax
      jj = jj+1
      ii = 0
      do j = ijmin, ijmax
         do b = abmin, abmax
            ii = ii+1
            f5d(b,a,i,j) = 
              f5d(b,a,i,j) - 
              tmat7(ii,jj)
            f5d(b,a,j,i) = 
              f5d(b,a,i,j) + 
              tmat7(ii,jj)
         end do
      end do
   end do
end do


‹#›
Test Code: Cray Compiler Behavior
Original Loop: unrolled 8 times
Improved Stride: conditionally vectorized, unrolled 2 times
Loop Fission: 1st loop vectorized, partially unrolled 4 times; 2nd loop vectorized, unrolled 4 times


‹#›
Test Code: Performance of All Compilers


‹#›
Original Loop	Cray	GNU	Intel	Pathscale	Pathscale Ofast	PGI	16.98186755180354	16.74403325716651	17.04637225468955	13.39075561364487	1.	712664882342016	24.8686605095863	Improved Stride	Cray	GNU	Intel	Pathscale	Pathscale Ofast	PGI	9.522614181041712	9.35143794616063	9.55780484278997	11.65937207142507	1.414016584555303	8.87944293022155	Loop Fission	Cray	GNU	Intel	Pathscale	Pathscale Ofast	PGI	2.526748418807979	4.20844862858454	4.522747159004211	4.076245546340938	4.093938012917832	4.362600167592362	Compiler
Wall Clock Time for 2 Iterations (seconds)

VI. Conclusions & Future Work
Cartoon from Toothpaste for Dinner: http://www.toothpastefordinner.com/052804/see-into-the-future.gif
 



‹#›
VI. Conclusions & Future Work
Much potential for optimization in nuclear physics codes
To remain competitive, nuclear physicists must continue to evolve codes to run efficiently on HPC resources
Relatively simple changes can drastically improve performance
In-depth measures must be taken for further performance gains, especially as we move to hybrid systems
Need to get away from manager-worker, centralized paradigms
In process of implementing insights from this work into NUCCOR


‹#›
Questions

What does a nuclear physicist eat for lunch?
Fission Chips!
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