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Cray Adaptive Supercomputing

Cray’s Adaptive Supercomputing vision is
focused on delivering innovative, next-
generation products that integrate diverse
processing technologies into a unified
architecture, allowing customers to surpass
today’s limitations and meeting the market’s
demand for realized performance.

http://www.cray.com/about.aspx




Cray Cascade Announcements

News Release

B View printer-friendly version

Cray to Add Intel Xeon Phi Coprocessors to Its Next-Generation "Cascade" Supercomputer

SEATTLE, WA and HAMBURG, GERMANY, Jun 18, 2012 -- At the 2012 International Supercomputing I Like 2} Tweet
Conference in Hamburg, Germany, global supercomputer leader Cray Inc. (NASDAQ: CRAY) today

announced that the Company's next-generation supercomputer code-named "Cascade" will be

available with Intel Corporation's (NASDAQ: INTC) new Intel® Xeon® Phi™ coprocessors. The Intel Xeon Phi product family
is based on Intel's Many Integrated Core (Intel® MIC) architecture, which is designed for highly parallel workloads.

News Release

&) View printer-friendly version
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Cray to Add NVIDIA Kepler GPUs to Its Next-Generation "Cascade" Supercomputer

Aug 15, 2012 -- Building upon the Company's commitment to its Adaptive FiLike '11] W Tweet :;
Supercomputing vision, global supercomputer leader Cray Inc. (NASDAQ: CRAY) today ) o
announced that its next-generation supercomputer code-named "Cascade" will be

available with NVIDIA® Tesla® GPUs based on the next-generation NVIDIA Kepler™ GPU computing architecture.



Adaptive Supercomputing on Cascade

e |sitready?
* How ready is it, really?

 What does it take to be ready?
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Platform Independent Technologies

* OpenACC/OpenMP*
e OpenCL*
e Libsci*

* Accelerator aware MPI

* Performance tools (perftools)*
 Debugger*

* Resource management*

Refer paper for details*



Target Systems

Cray XK7 (previously XK6)

Cray XE6

Cray XC30

IB cluster with K20 and Xeon Phi accelerators



Cray XK7 & XE6 nodes

Cray XE6 Node
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Overlapped Software Stack

Cray Cray Cray
XE6 XK7 XC30

PrgEnv (incl. OpenACC)
PrgEnv
MPT (G2G MPI)
Debug and perf Tools




Current Status

Status and details

Cray XK7 Cray XE6 Cray XC30

CCE, PGI &
OpenACC CAPS PGI no
OpenMP for
accelerators™ No No No
OpenCL CPU + GPU CPU No
Numerical libraries libsci_acc/libsci libsci libsci
Accelerator aware
MPI CCE MPT — —
OpenACC debugger | Allinea DDT — —
Performance tools | MPI, OpenMP, MPL MPL
(Cray perftools, | OpenACC, OpenMP OnenMP
Vampir and TAU) CUDA P P
Resource
management & | CPU only CPU CPU
accouting (SLURM)




Accelerator Aware MPI

!'Sacc parallel loop
do j=1, Jmax
do 1=1, 1imax
zsnd(1i,J,1)=wrk2(i,3,2)
zsnd (1,7,2)=wrk2 (i, ], kmax-1)
enddo
enddo
!'Sacc end parallel loop
!'Sacc wait
endif

call mpi isend(zsnd(1,1,1), ..)

!'Sacc parallel loop PRIVATE (s0,ss) reduction (+:wgosa)
DO K=2, kmax-1
DO J=2, Jmax-1

Example derived from the OpenACC
version of the Himeno benchmark by
Alistair Hart, Cray Inc.

call mpi allreduce (wgosa, ...)



Accelerator Aware MPI Internals
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Accelerator Aware MPI Internals
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Cray MPT 5.6.4

MPICH RDMA_ENABLED CUDA
MPICH_G2G_PIPELINE=64

5x — 15x improvement for message sizes of
4 Kbytes and above

Jeff Larkin’s CUG 2013 talk: Optimizing GPU to
GPU Communication on Cray XK7



Generic Communication Library

Pl: Mauro Bianco @ CSCS

Handle halo exchange on regular grids
— Integrated within a production level application
Many parameters describe the exchange
— Type of values, number of dimensions
— Data layout, orientation of computing grid
— Architecture information (CPU/GPU/...)
— Other implementation parameters
— Constant vs. Variable of halo description
GCL is an C++ API to specify these parameters easily
— Allow experimentation of different solutions
— Saves LOT of code (considering experiments)

— Portability across architectures
e Support for non-MPI would be possible



Time (ms)

GPU Aware MPI on Cray XK7

Average halo exchange 250x250x250 halo=3
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Improving Performance of G2G

Average halo exchange 250x250x250 halo=3
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Readiness of technologies

Crav XK7 Cray X_C30 Cray X_C30_+
ray + GPU’ Xeon Phi’
OpenACC Yes Yes No*
MP fi
Open * of No No No
accelerators
OpenCL Yes Yes Yes
Numerical libraries No
Accelerator awalg N
MPI ©
OpenACC debugger Yes Yes No°
Performance tools )
(Cray perftools, Yes Yes Yes®
Vampir and TAU)
Resource
management and No No No

accounting (SLURM)




Summary and Next Steps

GPU systems ready
More work needed on Xeon Phi

Equally important is support for platform specific
features

— CUDA and Intel offload directives and intrinsics
— CUDA features such as HyperQ

Vendors need to support technologies such as
OpenCL and OpenACC uniformly



